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PART 1
THE USER EXPERIENCE WE WANT TO CREATE
WHO THE USERS ARE
There are 4 layers of users:

1. Superadmin (us, ProficientHub) — controls wholesale pricing, AI provider configuration, margin calculator, global settings, marketplace between academies. Never visible to end users.
1. Academy/Recruiter Admin (the paying customer) — runs an English exam preparation business. Purchases ProficientHub as white-label infrastructure running on their own domain. Sees it as "their" platform under their own brand, domain, and logo. Manages students, teachers, billing, content library, classes, teaching materials. Wants to scale their business without hiring more teachers. Decides which features to enable or disable for their students — everything is configurable.
1. Teacher (institutional user) — works for the academy. Teaches classes (in-person or via Zoom/Meet/Teams integrated into the platform), reviews AI-generated content, corrects student submissions, validates material before publishing, uploads their own material (PDFs, videos, exercises), tracks progress of assigned students. Communicates with students through the app, and optionally via WhatsApp and/or email if the academy configures it. Sees a general dashboard with all exams they teach and comparative metrics.
1. Student (the end user) — prepares for an English proficiency exam (IELTS, OET, PTE, TOEFL, Cambridge, TOEIC, Trinity, CELPIP). Needs to pass for a visa, university admission, or professional registration. Stressed, under time pressure, often studying alone. Most are international professionals — doctors, nurses, engineers, IT specialists. Only sees their exam, their progress, and their content — never sees other exams from the institution or other students' information. Can purchase upgrades directly within the platform (additional mock exams, writing tests, speaking tests, books, whatever the academy decides to sell).
FUNDAMENTAL PRINCIPLE: EVERYTHING IS CONFIGURABLE
Every feature on the platform is an ON/OFF toggle that the academy decides. Nothing is forced. Examples: the placement test can be enabled or not. The AI Tutor can be enabled or not. The upgrade marketplace can be enabled or not. AI book generation can be enabled or not. The CRM can be contracted or not. WhatsApp communications can be enabled or not. Automated AI messages can be enabled or not. Each academy builds THEIR version of the platform by enabling what they need. ProficientHub is the infrastructure — the academy decides the student's final experience.
COMMERCIAL MODEL AND LICENSING
ProficientHub always invoices the institution. Never the student directly. The academy is our customer — the student is the academy's customer.
Academies purchase licenses by volume. Each license = 1 student + 1 exam + defined duration. Example:
Example pack:
1. 100 OET licenses × 3 months
1. Includes: per-student OET platform access
1. Base mock exams included: configurable (0, 3, 5, 10... or none)
1. AI Tutor included: configurable (yes/no, with X base credits or no credits)
1. Price: volume-based — more licenses, better unit price
Annual Purchases to Reduce Costs
Academies can purchase licenses with 8 to 12-month (annual) durations to get significantly better prices and use them throughout the year. The same applies to AI credits, mock exams, writing tests, and speaking tests — buying annual volume reduces the unit cost and the academy consumes as needed. This applies to all products: licenses, mocks, AI credits, writing tests, speaking tests.
Volume Pricing
The more purchased, the better unit price on everything. They buy wholesale and resell to their students at whatever price they decide. Their margin is their business.
Small Academies or Those Without Prior Investment
They can buy smaller packs or shorter durations (e.g., 3 months), but at less competitive prices. There is always the possibility to upgrade — buy more mock exams, more AI credits, more licenses — at any time. The system incentivizes buying volume and long duration, but does not penalize starting small.
AI Agents — When They Work and When They Don't
AI agents (AI Tutor, Mock Exam Coach, Study Planner) only work if one of these conditions is met:
1. The student purchased AI credits (upgrade within the platform), or
1. The academy purchased a license that includes AI Tutor with base credits
No credits = agents disabled. They don't appear on the student's platform.
Free Credits as an Upgrade Funnel
The academy can decide to give X free AI credits to students as a commercial strategy — so they try the AI Tutor and want to buy more. This is the academy's decision. If they do, the cost of those free credits is borne by the academy itself, not ProficientHub. It's a conversion investment that the academy decides whether or not to make.
Upgrade Always Available
At any time the academy can buy more of any product (licenses, mocks, AI credits, materials). The admin dashboard shows real-time consumption and allows purchasing more with one click.
Free Plan Configuration by the Academy
The academy has total freedom to create whatever commercial plans they want for their students. ProficientHub sells them the components (licenses, mock exams, AI credits, materials). The academy packages them however they want, adds whatever they want on their own, and sets whatever price they want.
Real-world example:
What the academy buys from ProficientHub:
1. 1 OET Medicine license × 3 months
1. 2 mock exams included
1. 1 AI Tutor credits pack
1. Cost to the academy: ~$30

What the academy sells to their student:
1. "OET Medicine Premium Plan"
1. Includes: platform access + 2 mock exams + AI Tutor
1. + physical book (provided by the academy)
1. + 10 in-person classes (given by the academy)
1. + pass guarantee (offered by the academy)
1. Price to the student: $300

ProficientHub does not control what the academy includes in their plans or at what price they sell them. The academy can include in their plans any combination of platform products plus their own services (in-person classes, tutoring, physical books, guarantees, whatever they want). Plan configuration is completely free.
Margin Calculator for the Academy
The academy has a margin calculator within their dashboard. They see in real time:
1. Their purchase prices from ProficientHub (what they pay for licenses, mocks, AI credits, etc.)
1. Their selling prices to the student (what they charge for each plan)
1. Their margin per student, per plan, per exam
1. Can simulate scenarios: "if I buy 500 annual licenses instead of 100 quarterly, how much does my unit cost decrease and how much does my margin increase"
THE STUDENT JOURNEY WE WANT TO BUILD
This is the ideal experience, from start to finish. Remember: each step is activatable/deactivatable by the academy. The student only sees content related to their exam (e.g., OET, or IELTS). They never see other exams from the institution or other students' information.
Step 1 — Placement and Diagnosis (Day 1)
Feature activatable by the academy — ON/OFF
The student arrives at the academy's platform (academy's own domain, own branding). They take a diagnostic placement test (a real mock exam, not a quiz — consumes 1 mock exam from the pack purchased by the academy). When they finish, they don't just receive a score. They receive:
1. Their Proficiency Genome: a visual map of cognitive attributes showing exactly where they are strong and where they have gaps. Not "Writing 6.0" but "Task Achievement: solid. Coherence: gaps in referencing pronouns. Grammatical Range: systematic errors in article usage. Lexical Resource: limited academic collocations."
1. Their Exam Readiness Score (ERS): a predictive percentage (0-100%) estimating their probability of passing their target exam in the next sitting.
1. An AI-personalized study plan: generated by the Study Planner agent, taking into account their gaps, target band, available time, and the academy's class schedule. The plan tells them exactly what to practice, in what order, and for how long.
This is the academy's conversion funnel. The student sees their gaps → understands they need help → enrolls. The academy decides whether this placement test is free or deducted from the mock exam quota.
Step 2 — Student Dashboard (Center of Everything)
The student has a personal dashboard where they see exclusively their exam and their progress. What they see:
1. Visual Proficiency Genome: real-time attribute map. Green = mastered. Yellow = in progress. Red = gap. Can compare with their state from 1 week ago, 1 month ago.
1. Exam Readiness Score (ERS): large and visible percentage. Temporal graph evolution. When it reaches the academy's threshold, it's highlighted with a "ready for exam" signal.
1. Study plan: what to practice today, this week, this month. Progress against the plan. All relative to their specific exam.
1. Remaining mock exams: clear counter. How many left, how many used. As it approaches 0, upgrade offers appear according to the academy's configuration.
1. Remaining writing tests: separate counter.
1. Remaining speaking tests: separate counter.
1. Remaining AI credits: pool balance. If no credits, agents don't appear.
1. Upcoming classes: only classes for their exam, with direct link to Zoom/Meet/Teams.
1. Messages: direct communication with their teacher through the app. If the academy has WhatsApp/email configured, also through those.
1. Academy materials: books, audiobooks, flashcards, videos, PDFs — only those related to their exam.
1. Upgrade store: additional mock exams, individual writing tests, individual speaking tests, AI credits, books, whatever the academy configures. Visibility configurable by the academy.
1. Exam history: all mock exams taken with their scores and diagnostic feedback.
1. AI Tutor sessions: history and direct access (only visible if there are AI credits).
The student never sees information about other exams the academy offers, nor data from other students. Their experience is 100% centered on their exam and their progress.
Step 3 — Daily Practice (Ongoing)
Every day the student logs in, they see on their dashboard:
1. Today's practice session: automatically sequenced by the Adaptive Practice Sequencer. The system decides which exercises to show based on their current mastery profile. If they practiced conditional structures 5 days ago and mastery is decaying, it resurfaces. If they've already mastered article usage, it moves on. The transition from block practice (focus on one skill) to interleaved practice (mixed skills) happens automatically based on their level.
1. Micro-exercises by sub-skill: not generic grammar drills. Exercises generated specifically for their exam format and their diagnosed gaps. For an IELTS student weak in coherence: paragraph ordering tasks with academic texts. For an OET nurse weak in clinical letter writing: case note exercises with specific nursing scenarios.
1. Smart Review notifications: "You haven't practiced X in Y days. Your estimated retention has dropped to Z%. Review now?" — driven by spaced repetition algorithms calibrated by sub-skill.
Step 4 — Mock Exams (Periodic)
Consumption by units — the academy buys packs from ProficientHub by volume and distributes/sells them to their students
The student takes a complete mock exam in the exact official format. Each section timed, each question type identical to the real exam. Each mock exam consumes 1 unit from the academy's pack. Writing tests and speaking tests have independent quotas — buying writing tests doesn't consume mock exams and vice versa.
Intelligent Upgrade Store:
The academy configures when additional mock exam offers appear to the student:
1. When they have 2 mock exams left → soft suggestion appears
1. When they have 1 mock exam left → highlighted notice appears
1. When they have 0 mock exams left → direct CTA to purchase appears
1. Always visible → the store is permanently accessible
1. Never → the academy manually manages assignments
This trigger is 100% configurable by the academy from their dashboard.
When the student finishes a mock exam:
1. Scoring with official criteria: not a single number. For IELTS Writing, they receive Task Achievement, Coherence & Cohesion, Lexical Resource, and Grammatical Range — each scored independently against the official rubric.
1. Real-time diagnostic feedback: "Your Task Achievement is solid (equivalent to Band 7). Your Coherence has gaps in referencing pronouns — this costs you half a band. Your Grammatical Range shows mastery of complex sentences but systematic errors in article usage — focus here for the greatest improvement."
1. Updated Proficiency Genome + ERS: after each exam, the system recalculates. The student sees their progress: attributes moving from red to yellow to green. The ERS rises from 42% → 58% → 71%.
1. PDF score report: downloadable, mimicking the look and feel of the official exam score report.
Each exam can only be taken once — never repeated. This guarantees integrity and generates additional purchases.
Step 5 — AI Agents (On Demand)
All names are customizable by the academy. Each agent is ON/OFF per academy. They only work if the student has AI credits.
Prerequisite: the student must have AI credits. They may have them because the academy purchased a license that includes base credits, because the student purchased credits as an upgrade, or because the academy gave them free credits as a conversion funnel (cost borne by the academy). No credits = agents disabled, they don't appear.
Three AI agents available during the journey:
1. AI Tutor (name customizable by academy): a premium tutor expert in the student's exam. Not just speaking — covers ALL exam skills. The student can practice speaking with voice conversation and avatar with lip-sync, but can also ask for help with writing, ask grammar questions, request explanation of an error from the last mock, or request extra exercises for a specific sub-skill. Like having a 24/7 private teacher specialized in your exam. After each interaction: sub-skill-level feedback that feeds the Proficiency Genome. Consumes AI credits per use.
1. Mock Exam Coach (name customizable): NOT active throughout the entire exam. Only activates when the student explicitly asks for help during a practice mock exam. When the student gets stuck and asks for help, the Coach guides without giving the answer. Asks questions that direct reasoning. Never tells how much time is left, never reveals answers, never solves the exercise. Its role is purely Socratic. Consumes AI credits per use.
1. Study Planner (name customizable): the student can ask "I have 3 weeks until the exam, what should I focus on?" and the agent generates a revised plan based on their current Proficiency Genome, remaining gaps, and available time. Consumes AI credits per use.
All agents consume credits from a unified pool. The academy decides the resale price to the student, daily limits, and which agents to activate.
Step 6 — Classes with the Academy
The academy uses the platform to manage and deliver live classes. Integration with Zoom, Google Meet, Microsoft Teams, or other video conferencing platforms. The student sees on their dashboard only classes for their exam with a direct link to join. The teacher sees their class schedule, student list, and can share materials directly from the platform.
Step 7 — Exam Readiness and Graduation
When the ERS reaches the threshold (configurable by academy — e.g., 80%), the system signals to the student and the academy simultaneously:
What the student sees:
1. Highlighted notification on their dashboard: "Your Exam Readiness Score has reached 82%! You are ready to take the exam."
1. Next steps recommendation: estimated band, strong areas, areas to monitor.
1. Option to take a final confirmation mock exam (if they have remaining mock exam units)
1. Access to their complete progress history: from the initial placement test to today

What the academy sees:
1. Student dashboard with readiness flags: green (ready), yellow (close), red (need intervention)
1. Data by cohort: % of students ready, average time to readiness, improvement rate
1. Risk alerts: students with stagnant ERS, inactive students, students who won't make it in time
GAMIFICATION SYSTEM
What It Is
A rewards and progression system that turns exam preparation into a motivating experience. The student earns points, maintains streaks, unlocks badges, and can compare themselves with other students at their academy if the academy allows it.
What the Student Sees
1. XP Points: earned by completing practice exercises, taking mock exams, using AI agents, and maintaining consecutive study days. Each action has a different XP value.
1. Streaks: visual counter of consecutive practice days. The student sees how many days they've gone without missing. There are streak protection mechanics so they don't lose it for a day they couldn't study (configurable by the academy).
1. Badges: unlockable achievements for specific milestones. Examples: '10 Mock Exams Completed', 'Writing Mastery', '30-Day Streak', 'First Perfect Exam'. The academy can create custom badges.
1. Leaderboards: optional ranking tables. Students are ranked by XP, by streak, or by improvement rate. Completely optional: the academy decides whether to activate them (opt-in). Never forced.
1. Progression Levels: the student levels up based on accumulated XP. Each level unlocks visual rewards. The level is visible on their profile.
Inputs and Outputs
1. Input: all student activity within the platform (completed exercises, exams taken, AI agent sessions, connection days).
1. Output: accumulated XP, current level, unlocked badges, leaderboard position, active streak with day counter.
1. Who configures it: the academy decides whether to activate leaderboards, which badges exist, whether to show levels, whether to allow streak protection. Everything is an ON/OFF toggle.
METACOGNITION DASHBOARD — REFLECTION COMPONENT
What It Is
A component within the student dashboard that explicitly encourages the student to reflect on their own learning. Science consistently demonstrates that students who develop metacognitive skills (planning, monitoring, evaluating their progress) achieve significantly better results.
What the Student Sees
1. After each practice session, the system asks for brief reflections: What was hardest today? What strategy did you use? What would you do differently?
1. Predictions of estimated remaining time until ready for the exam.
1. Comparison of their personal prediction vs. the system's prediction. The student learns to calibrate their own perception of preparedness.
1. Reflection history: they can review how their perception has evolved over time.
Inputs and Outputs
1. Input: student responses to reflection questions + practice session data.
1. Output: student metacognitive profile, recommendation adjustments based on their reflections, accessible reflection history.
FORUM / COMMUNITY BY EXAM
What It Is
A community forum within the platform where students taking the same exam can interact: ask questions, share experiences, help each other. Each forum is isolated by exam type: IELTS students only see the IELTS forum.
What the Student Sees
1. 'Community' section within their exam dashboard.
1. Can create posts, reply to others, give likes.
1. Only sees content for their exam. An OET student does not see the IELTS forum.
1. Teachers can participate and answer questions.
Configuration
The academy decides whether to activate or deactivate the forum (ON/OFF toggle). If activated, they can moderate content. If not activated, it doesn't appear.
THE TEACHER EXPERIENCE
The teacher has their own dashboard with two levels: a general panel with a view of all exams they teach, and then a breakdown by exam.
Teacher General Dashboard
1. Multi-exam view: all exams they teach (e.g., IELTS + OET). Sees average metrics for their students by exam and can compare between them. Example: "My IELTS students: average ERS 67%. My OET students: average ERS 54%." This lets them know where they need to focus more.
1. Scheduled classes: complete calendar with all their classes for all exams, with links to Zoom/Meet/Teams.
1. Global review queue: AI-generated content pending validation and student submissions pending correction, grouped by exam.
Breakdown by Exam
1. My students for that exam: list with ERS, summary genome, last activity, alerts
1. Progress by student: detailed view of each student's genome, temporal evolution, system recommendations
1. Materials for that exam: upload PDFs, videos, own exercises. Organize by level, skill
1. Review queue for that exam: pending content to validate specific to that exam
Communications
1. In-app messaging: the teacher can communicate directly with their students within the platform. This is free, always available.
1. WhatsApp and/or Email (optional): if the academy configures it, the teacher can also communicate with students via WhatsApp and/or email. The academy configures their own provider (Twilio, SendGrid, or whatever they use). The platform offers the integration, but the account and provider cost belong to the academy.
1. AI-automated messages (optional): pre-defined rules can be configured so AI sends messages to students simulating human behavior. The message goes out with the assigned teacher's name. Examples of triggers:
86. "The student hasn't connected in 5 days" → personalized motivational message
86. "The student's ERS has dropped" → encouragement message with practice recommendation
86. "The student has an unfinished mock exam" → gentle reminder
86. "The student has reached a milestone" → congratulations
The academy configures which rules to activate, which channel to use (app, WhatsApp, email), and can customize the message tone. The student perceives that their teacher is writing to them personally.
TEACHER INTELLIGENCE SUITE — ADVANCED FEATURES
Automatic Student Grouping by Weakness Profile
AI analyzes the Proficiency Genomes of all the teacher's students and automatically groups them by similar weakness profile. Instead of the teacher reviewing student by student, they see: 'Group A (12 students): weak in coherence + referencing. Group B (8 students): weak in grammatical range + article usage. Group C (5 students): weak in speaking fluency.' This enables efficient group interventions instead of repeating the same explanation 25 times individually.
Data-Based Activity Suggestions
For each weakness group, the system suggests specific activities to the teacher: 'For Group A, we recommend 2 sessions of 30 minutes focused on referencing pronouns with academic texts, followed by interleaving practice with coherence markers.' The teacher doesn't have to invent the intervention: the system suggests it based on the data.
Teacher Effectiveness Metrics
The academy can compare effectiveness between its teachers: average ERS improvement of each teacher's students, pass rate, progress speed. This is not to punish teachers: it's to identify what works and replicate it. If Teacher A has an improvement rate 30% higher than Teacher B, the academy can investigate what they're doing differently and transfer best practices.
Inputs and Outputs
1. Input: Proficiency Genomes of all students for each teacher.
1. Output: automatic student groups by similar weakness, activity suggestions by group, comparative effectiveness metrics between teachers.
THE ACADEMY ADMIN EXPERIENCE
The academy admin sees a complete B2B dashboard (white-labeled, on their own domain) with two levels: a general panel with global metrics for the entire academy, and then a breakdown by exam where they click and see exactly the same but filtered for that specific exam.
General Dashboard (Global View)
1. Global metrics: total active students, global average ERS, global pass rate, retention, revenue
1. Student view: all students for all exams, their ERS, progress, last activity, risk alerts
1. Teacher view: active teachers, assigned classes, workload, pending reviews
1. Licenses and consumption: purchased vs. assigned vs. available vs. expiration. Mock exams, AI credits, writing/speaking tests. All in real time. Depletion alerts. Buy more with one click.
1. Upgrade revenue: how much students have purchased in the upgrade store, by product
1. Feature toggles: enable/disable each feature for their students
1. Academy marketplace: access to the B2B marketplace
Breakdown by Exam
When they click on a specific exam (e.g., "IELTS"), they see everything above but filtered only for that exam: IELTS students, IELTS teachers, IELTS metrics, IELTS consumption, etc.
Commercial Management
1. Free plan configuration: the academy creates whatever plans they want by combining ProficientHub products with their own services. Each plan has whatever price the academy decides.
1. Margin calculator: purchase prices vs. selling prices, margin per student, per plan, and per exam. Volume scenario simulation.
1. Resale pricing: the academy configures the student price for each individual product and each plan. ProficientHub does not control the end-user price.
1. Store trigger configuration: when to show upgrade offers to the student (2 remaining, 1 remaining, 0 remaining, always, never).
1. Buy more: button always visible to buy more of any product at volume pricing.
AI Material Generation
The academy can generate books, audiobooks, flashcards, exercise workbooks. From their own content or generic content. Can be offered free to students or sold as a paid upgrade.
Communications
1. Channel configuration: enable/disable in-app messaging, WhatsApp, email
1. Provider configuration: the academy connects their own WhatsApp and email account. The provider cost belongs to the academy.
1. AI automated message configuration: enable/disable rules, configure triggers, customize tone, choose channel.
Administration
1. CRM + ERP integrated into the SaaS: lead pipeline, billing, accounting, operational management — all within the platform
1. API connection to their own ERP and CRM: free. If the academy already uses an external ERP or CRM, they can connect it via API at no additional cost.
1. Analytics: pass rates, average improvement, retention, comparison between cohorts
1. White-label configuration: logo, colors, own domain, agent names, feature toggles, complete customization
The academy never sees the ProficientHub brand. It is 100% their platform on their own domain.
ONBOARDING WIZARD FOR ACADEMIES
What It Is
A step-by-step assistant that guides the academy from the moment they register until they have the platform operational. Reduces friction and time-to-value.
Wizard Steps
1. Step 1 — Branding: upload logo, choose colors, configure platform name, assign own domain.
1. Step 2 — Exam selection: choose which exams the academy offers (IELTS, OET, PTE, etc.).
1. Step 3 — Billing configuration: connect Stripe, define student plans, prices.
1. Step 4 — AI agent configuration: enable/disable agents, rename them with own branding, configure limits.
1. Step 5 — First student import: import CSV/Excel with the current student base.
1. Step 6 — Funnel setup: configure the placement test as a lead capture tool.
1. The academy finishes the wizard and has their platform ready to operate.
CRM — FULL SCOPE
NOTE: This module is ideal for launch, but can be postponed to Milestone 2 if necessary. From day 1, academies can connect their external CRM and ERP via free API.
The CRM needs to be at the level of HubSpot or Pipedrive. If it's weak, academies will continue using external tools and we break the complete ecosystem strategy.
Contact Management
1. Complete records: leads, prospects, enrolled students, alumni. The entire contact lifecycle with the academy.
1. Customizable fields per academy. Tags and smart lists for segmentation.
1. Duplicate detection and automatic merging.
1. 360-degree view: the admin sees on a single screen the CRM history + exam data + AI interactions + payments. All cross-referenced.
Sales Pipeline
1. Multiple customizable pipelines: new leads, re-enrollment, corporate, whatever the academy needs.
1. Kanban drag-and-drop view to move contacts between stages.
1. Deal value tracking and revenue forecasting.
1. Win/loss analysis: why a lead is lost, at what stage, how long it takes to convert.
Automatic Lead Scoring
1. Automatic scoring based on engagement: email opens, completed tests, platform visits.
1. The score adjusts automatically when the student takes the placement test or interacts with AI.
1. The academy configures which actions add or subtract points.
Workflow Automation
1. Rules like: 'IF the lead reaches stage X THEN assign to sales rep Y and send email sequence'.
1. Automatic task and follow-up creation based on triggers.
1. Multi-step email drip sequences with personalization (name, exam type, placement score).
1. A/B testing of email subjects and content.
1. Automatic re-engagement campaigns for inactive students or alumni.
Activity Log
1. Complete history per contact: calls, emails, meetings, notes.
1. Follow-up scheduling with calendar integration.
1. Task management for sales and enrollment teams.
1. Invoice generation directly from the CRM contact.
ERP AND ACCOUNTING — FULL SCOPE
NOTE: This module is ideal for launch, but can be postponed to Milestone 2 if necessary. From day 1, academies can connect their external ERP via free API.
The ERP needs to be complete enough that academies don't need external accounting tools. It's an essential part of the ecosystem and lock-in strategy.
Revenue and Income
1. Automatic payment tracking synchronized with the billing module.
1. Revenue categorization by service type: courses, exams, AI, 1:1 classes, materials.
1. Revenue view by student, by cohort, by teacher, by exam type, by period.
1. Recurring revenue tracking (equivalent to MRR for the academy's services).
Expenses
1. Expense entry and categorization: rent, salaries, supplies, marketing, materials.
1. Configurable recurring expenses.
1. Receipt and supporting document upload.
1. Multi-level approval workflow for large academies.
Cost Centers
1. Define cost centers by exam type, by department, by location.
1. Assign expenses to cost centers for departmental P&L.
1. Teacher cost assigned to class/student.
Financial Reporting
1. Profit & Loss statement: monthly, quarterly, annual.
1. Real-time cash flow dashboard.
1. Revenue vs. expense trends.
1. Budget vs. actual.
1. Basic tax summary (not a tax return, but a summary for the external accountant).
1. Export to CSV, Excel, PDF for external accountants.
Invoice Management
1. Automatic invoice generation linked to the CRM and student billing.
1. Numbering, customizable templates with academy branding.
1. Payment status tracking integrated with Stripe.
1. Automatic overdue invoice reminders.
1. Credit notes and refund management.
ACADEMY MARKETPLACE
NOTE: The Marketplace is ideal for launch, but can be postponed to Milestone 2 if necessary.
A B2B marketplace where academies sell products and services to each other. This creates network effects and makes the platform more valuable for everyone.
1. An academy can list products or services: private classes, content packs, specialized materials, correction services, group classes, etc.
1. Another academy buys at volume (wholesale price) and then resells within their own platform at whatever price they want.
1. Example: Academy A has teachers specialized in OET Nursing. They sell packs of 50 private classes to Academy B at wholesale. Academy B resells them to their students at retail price.
1. Example: Academy C generates an IELTS Writing preparation book with AI + teacher review. They sell it on the marketplace. Other academies buy it and offer it under their own brand.
1. ProficientHub charges a commission per transaction on the marketplace (configurable by superadmin).
This creates an ecosystem where academies complement each other instead of competing.
CORPORATE & SPECIALIZED ENGLISH MODULE
What It Is
A company (hospital, airline, hotel chain, law firm, tech company) needs its employees to speak professional English in their sector. They don't need to pass IELTS or OET. They need to communicate effectively in English in their work context. This module covers that need.
The Experience
1. The company contracts through an associated academy or directly with ProficientHub.
1. The sector and specific English requirements are configured: hospital vocabulary, hotel communication, legal English, tech terminology, etc.
1. Each employee receives a diagnosis adapted to their company's requirements (not based on exam bands, but on specific professional competencies).
1. The AI Tutor specializes in the company's domain. A doctor practices consultations in English. A receptionist practices check-in and complaint resolution. An engineer practices technical presentations.
1. The employee has their own dashboard with progress, gaps, and training schedule.
1. The manager or HR has a dashboard with team analytics: who's progressing, who needs intervention, compliance, training ROI metrics.
1. Upon program completion, the employee receives a customized certification (company or academy branding).
1. Integrates with the company's HR systems via API.
1. Has the same gamification, scientific tools, and AI agents as the exam modules.
Inputs and Outputs
1. Input: sector configuration, company requirements, each employee's initial level.
1. Output: sectoral diagnosis per employee, personalized training plan, progress per employee, aggregated reports for HR, certification upon completion.
INSTITUTIONAL LIBRARY AND VIDEO LESSONS
What It Is
Each academy has a private library where they upload, organize, and distribute their own teaching materials to students. This is not AI-generated content (that's Engine 7 of the AI Core). It's the academy's own material: what they already have, what their teachers produce, what they purchase.
Library Features
1. Material upload: PDFs, documents, presentations, images, audio files, video files. Any format.
1. Organization: by exam type, level, topic, skill area. The academy organizes however they want.
1. Flashcards: manual creation of flashcard decks, or AI generation from uploaded content.
1. Assignment: assign materials to specific groups, cohorts, or individual students. Not everyone sees everything.
1. Student access: materials appear on their exam dashboard under a 'Library' section. They only see materials for their exam.
1. Offline download: the student can download materials to study without internet connection.
1. Usage analytics: tracking of which materials the student accesses and for how long. The academy knows which materials work and which don't.
Video Lessons
1. Library of recorded sessions: the academy can record classes and offer them as video on-demand.
1. Pre-recorded video upload: the academy uploads their own video content.
1. Video organization by exam, topic, skill, and teacher.
1. Video consumption progress tracking per student.
1. Offline download on mobile app.
ROI CALCULATOR (SALES TOOL)
What It Is
An ROI calculator integrated into the ProficientHub landing page and also available within the platform. The prospective academy enters their current data and sees the projected financial impact of adopting ProficientHub before making the purchase decision.
What the Academy Enters
1. Current number of students.
1. Number of teachers.
1. Current pass rate.
1. Revenue per student.
1. Operating costs (rent, salaries, tools, marketing).
What the Academy Receives
1. Projected revenue increase with ProficientHub.
1. Estimated cost reduction (fewer teachers needed, fewer external tools).
1. Projected pass rate improvement.
1. Estimated time savings.
1. Visualization with graphs and projections.
1. Downloadable and shareable PDF report to present to the academy's decision-makers.
DEMO/SANDBOX + INTERACTIVE AVATAR ON LANDING PAGE
Sandbox Environments for Sales Demos
Test environments with pre-populated data for the ProficientHub sales team to demo to prospective academies. The academy sees a functioning platform with realistic fictional data: students with progress, completed exams, dashboards with metrics, active AI agents. It's not a video: it's the real platform with test data.
Interactive Avatar on the Landing Page
Prospects visiting the ProficientHub landing page can talk to the AI avatar live to try the technology before buying. They don't have to register or pay. They talk with the avatar, see the conversation quality, experience the technology firsthand. It's the most powerful conversion hook.
Avatar as Speaking Examiner
In addition to being a conversational tutor, the avatar also acts as a speaking examiner during mock exams. It asks questions following the exact exam protocol, evaluates responses in real time. This is different from the AI Tutor: here the avatar simulates being the official examiner.
SUPERADMIN PANEL (PROFICIENTHUB)
The superadmin sees an internal ProficientHub management panel with:
1. Academy management: all academies, their licenses, consumption, billing, status
1. ProficientHub margin calculator: cost prices (AI models, infrastructure, etc.) vs. selling prices to academies, margin per academy, per product, per exam. 100% configurable.
1. Wholesale pricing: volume pricing configuration, tiered discounts, special prices
1. AI provider configuration: which model is used for each engine, fallbacks, per-token costs
1. Marketplace: per-transaction commissions, listed products, activity
1. API connection to external CRM and ERP: the superadmin can connect ProficientHub to their own CRM and ERP via API for internal management.
1. Internal CRM + ERP: the superadmin has direct access to the integrated CRM and ERP for internal ProficientHub management — sales pipeline to academies, billing, accounting, operations.
1. Global settings: available features, limits, general platform configuration
L1 TRANSFER INTELLIGENCE
What It Is
The system automatically adjusts difficulty predictions and practice prescriptions based on the student's native language (L1). A Spanish speaker has different interference patterns than a Mandarin, Arabic, Hindi, or any other language speaker. The system knows this and adapts the experience.
Specific Examples
1. Spanish student preparing for IELTS: predictable difficulties with the article system (the/a/an), phrasal verbs, and word order in reported speech. The system prioritizes these attributes in their practice.
1. Chinese student preparing for OET: predictable difficulties with verb tense consistency, plurals, and consonant cluster pronunciation. The system adjusts.
1. Arabic student preparing for PTE: different interference patterns in vowels, sentence structure, and preposition usage.
No competitor offers L1 personalization at the sub-skill level. This is possible because ProficientHub accumulates data from 80 native languages crossed with 9+ exams, generating interference patterns that improve predictions for all students. It's part of the cross-exam data moat.
ACADEMY BENCHMARKING & REPUTATION ENGINE
What It Is
A system that allows each academy to measure and demonstrate its effectiveness with real data. It's not self-assessment: it's objective comparison against an anonymized global benchmark of all academies using ProficientHub.
What the Academy Sees
1. Their first-attempt pass rate by exam.
1. Their average time until a student is ready for the exam.
1. Their average band/score improvement per student.
1. Comparison with the global benchmark: how their academy positions vs. the rest of the ProficientHub ecosystem (anonymized data).
Network Effect
Each academy that joins the benchmarking makes the comparative data more valuable for all others. Academy number 100 has data from 99 peers. Number 1000, from 999. This creates switching costs that grow with the network size.


PART 2
WHAT WE NEED TO BUILD
CURRENT STATE
We have 8 exam platforms developed in Django (OET is the most advanced, followed by IELTS, PTE, TOEFL, TOEIC, Cambridge, Trinity, CELPIP). Each exam is a separate Django app with its sections, question types, and official format. There is an emerging MVP of the SaaS layer: basic B2B dashboard, basic multi-tenancy, basic white-label configuration, student management.
The current database is PostgreSQL. Deployment is on Cloudflare and AWS.
We are open to recommendations on the stack. If Django should be maintained, fine. If it makes more sense to move to another language or framework — for the SaaS, for the AI Core, for whatever — we want to hear the technical assessment. The technical decision is yours.
We will provide access to the GitHub repository of one of the platforms to evaluate how they're built, as well as access credentials to the production platform.
NATIVE APPS + WHITE-LABEL
We need native apps for iOS and Android, in addition to web. All white-labeled and multi-tenant. Each academy with its domain, its branding, its experience. The student only sees their exam. The best implementation approach is yours to decide.
THE AI CORE
The AI Core is what differentiates us from everything that exists. It's a system of 7 engines that work together. It needs to live as an independent service from the SaaS — so they can evolve separately. The SaaS requests things from the AI Core via internal API, the AI Core responds.
We need AI provider abstraction — the ability to switch between Claude, GPT, Gemini, or open-source models without touching business logic. The prices and capabilities of models change every month. We can't be tied to one.
ENGINE 1 — EXAM CONTENT GENERATION
This is P0. Without this, there is no business.
We need to generate complete professional-quality mock exams for 8 different exams, with their exact formats, question types, timing, and scoring rubrics. The system needs to be prepared to generate up to 100 exams per exam type.
The problem is that doing this manually is impossible at scale. 8 exams × N specializations = thousands of items. And simply asking a model to generate an exam doesn't work — it comes out generic, poorly formatted, uncalibrated.
What we need is a staged generation pipeline. Not a single call to a model. A pipeline where each step validates and improves the previous one:
1. Selection of the correct template based on exam and section (IELTS Writing Task 2 is not the same as OET Clinical Letter)
1. Content generation with exam-specific prompts and real reference examples
1. Automatic validation of format, length, and question types
1. Difficulty calibration against official bands (IELTS 5.0-9.0, OET A-E, PTE 10-90, etc.)
1. Quality gate: automatic publication, teacher review queue, or rejection with regeneration

Additional critical requirements:
1. Anti-hallucination system: generated content cannot contain false data, invented references, or clinically/academically incorrect information. We need a robust fact-checking mechanism for generated content.
1. Anti-repetition system: if we generate 100 IELTS Writing Task 2 exams, there can't be repeated topics — except when the actual official exam does repeat certain themes (e.g., environment, technology, education are recurring in IELTS). Repetition must mimic the real official exam pattern, not be accidental.
The key concept is the Exam Adapter: a configuration file (not code) that defines everything the pipeline needs to generate content for an exam. Adding a new exam (Spanish DELE, French DELF, German Goethe) = creating a new adapter. Zero new code. This is what allows us to scale to any exam and any language.
ENGINE 2 — SCORING AND FEEDBACK
When the student submits a writing or does a speaking, we need to evaluate it with the exact official criteria of the exam. Not a global score. Criterion by criterion.
For IELTS Writing: Task Achievement, Coherence & Cohesion, Lexical Resource, Grammatical Range — each separately, each against its official rubric with reference examples.
After scoring, we need diagnostic feedback that maps errors to specific attributes in the skill ontology. Not "your coherence is low" — but "you have systematic errors in referencing pronouns and your connector usage is limited to 'however' and 'moreover'".
And finally, it updates the student's Proficiency Genome with the new data.
ENGINE 3 — COGNITIVE DIAGNOSIS
This is the differentiator. No competitor has this.
We need a skill ontology — a map of 300-500 cognitive attributes organized by levels:
L0: Skill (Reading, Writing, Speaking, Listening)
L1: Sub-skill (Coherence, Grammar, Vocabulary, ...)
L2: Attribute (article_usage, conditional_structures, referencing_pronouns, academic_collocations, ...)
L3: Exam-specific variant (ielts_academic_lexical, oet_clinical_register, ...)
70-80% of levels 0-2 must be universal — serving all exams. Level 3 is loaded per Exam Adapter. This makes a student's data valuable cross-exam: if they master grammar in IELTS, that transfers if they take Cambridge.
Every time the student does something (exam, exercise, speaking session), the engine must update their Proficiency Genome — the estimated mastery of each attribute based on all accumulated evidence.
And from the genome, a predictive model that calculates the Exam Readiness Score: probability of passing, estimated band, estimated time until ready.
ENGINE 4 — ADAPTIVE SEQUENCER
We need the system to decide what the student practices each day. Not random, not sequential. A data-driven prescription.
It should analyze the genome, identify which gaps have the most impact on the final score, and generate an optimized practice session. If an attribute's mastery is low, block practice. If medium, mix. If high, interleave with confusable attributes.
Review intervals must be calibrated with spaced repetition per attribute — each attribute with its own estimated forgetting curve.
ENGINE 5 — AGENT ORCHESTRATION
The three AI agents (AI Tutor, Mock Exam Coach, Study Planner) need a serious orchestration system. They're not chatbots — they're agents with complete diagnostic context.
Each agent needs access to the student's genome, the exam context, and the other engines (can ask the scoring engine to evaluate something, or the content generator to create an exercise). They need persistent memory per student and multi-turn conversation with state.
The AI Tutor is the main premium product. Covers all skills, not just speaking. It's like a 24/7 private teacher.
The Mock Exam Coach only activates when the student asks for help. Pure Socratic mode: guides without giving answers. Never tells how much time is left, never reveals answers.
The Study Planner generates and revises personalized study plans.
Names and personality are loaded from the academy's config — never hardcoded. Agents only work if there are credits. Each interaction deducts from the pool. Credits at 0 = agents disabled.
ENGINE 6 — PRESCRIPTION
Given a student's genome, their target exam, the time remaining, and the academy's resources (classes, teachers, materials), we need it to generate a complete practice plan: weekly plan, priority skills, estimated sessions, predicted ERS on the exam date, risk factors.
ENGINE 7 — TEACHING MATERIAL GENERATION
Academies need to be able to generate books, audiobooks, flashcards, exercise workbooks with AI. From their own content (material uploaded by teachers) or from generic system content.
We need a pipeline that analyzes the source, generates structure, produces content by chapters/sections, formats it (PDF, EPUB, audio TTS, flashcards), and passes through a quality gate where a teacher validates before publishing.
This material must be able to: be offered free to students, sold as a paid upgrade, or placed on the marketplace for other academies. And carry the academy's branding (white-label even on generated materials).
HOW THE ENGINES COMMUNICATE WITH EACH OTHER
This is what turns the AI Core into a system and not a collection of loose tools. The complete loop:
The student takes an exam → the Scoring Engine evaluates it → the Diagnostic Engine updates the genome → the ERS recalculates → the Prescription Engine generates new recommendations → the Adaptive Sequencer builds the next practice session → the Content Generator creates exercises for detected gaps → the student practices → back to the beginning.
Each interaction feeds data back into the system. The more the student uses the platform, the more accurate the genome, better the prescriptions, more targeted the content. This is the flywheel. This is the moat. That's why we're infrastructure, not an app.
AI-AUTOMATED COMMUNICATIONS
We need an automatic communications system where the academy configures rules: "if a student hasn't connected in 5 days, send a motivational message." "If their ERS drops, send an encouragement message." "If they reach a milestone, congratulate them."
The AI must generate the message with a human tone, personalized for that student, and send it with the assigned teacher's name. The student must perceive that their teacher has written to them personally. The channel (in-app, WhatsApp, email) is configured by the academy.
EXPANDABILITY
Adding a New Exam
1. Create a new Exam Adapter (config file — template, criteria, band descriptors, examples)
1. Map the exam's skills to the ontology (extend the exam-specific layer)
1. All engines work immediately — they use the adapter
1. Zero code changes. Only config + content.
Adding a New Language
1. Same architecture. The ontology adapts.
1. New Exam Adapters for that language's exams.
Autopilot Improvements
1. Automatic A/B testing of prompts, winner promotion
1. Quality metrics per engine, alerts on degradation
1. Content generated continuously, queued for review
1. The human approves the direction, AI executes at scale
AUTONOMOUS PRODUCT DEVELOPMENT WITH AI
This is a fundamental architectural principle: ProficientHub is not just a product that uses AI for its users. It's a product that builds, expands, and improves itself with AI under minimal human guidance.
The Concept
The platform is designed so that most product development is autonomous. A human gives a high-level directive and the system executes everything necessary: writes code, generates tests, validates, deploys, and monitors. The human approves the direction, AI executes at scale.
Autonomous Coding
AI development agents can write, test, and deploy new code with minimal human intervention. The developer gives a high-level instruction and the system executes it end to end.
1. The developer says: 'Create a new official Spanish exam called DELE.' The system on autopilot creates the complete Exam Adapter, generates question templates by section, configures scoring criteria against official DELE bands, maps exam skills to the ontology, generates the first batch of exam content, configures the student dashboard for DELE, configures AI agent prompts for DELE, generates documentation, runs automated tests, and leaves everything ready for human review before publishing. Without the developer writing a single line of code.
1. The developer says: 'Add push notification support to the mobile app.' The system analyzes the current architecture, generates the necessary front and back code, writes tests, runs them, verifies nothing existing breaks, and generates a pull request ready for review.
1. The developer says: 'Improve the Scoring Engine response time by 20%.' The system analyzes bottlenecks, proposes optimizations, implements the most promising ones, measures results with automated benchmarks, and deploys those that meet the target.
Auto-Deploy and Autonomous CI/CD
The deployment pipeline works with minimal human intervention:
1. Every change goes through automated tests, security analysis, and quality validation before reaching production.
1. Staging deployments are automatic. Production deployments require a single human approval (one click).
1. If something fails in production, the system detects degradation automatically and rolls back without human intervention.
1. Continuous monitoring: if a performance, quality, or cost metric degrades, the system generates an alert with diagnosis and proposed solution.
Continuous Product Self-Improvement
The platform improves itself continuously:
1. Automatic prompt A/B testing: the system tests prompt variations for each AI engine, measures which produces better results, and promotes the winner automatically. The human only reviews metrics weekly.
1. Continuous content generation: the system generates new exams, exercises, and materials in the background, queued for review. When a teacher approves, it's published. AI never stops producing.
1. Automatic cost optimization: the system monitors the cost of each AI model per task and automatically redirects tasks to the most efficient model that maintains minimum required quality.
1. Bug detection and correction: the system monitors logs, detects error patterns, and can automatically generate and deploy fixes for low-complexity bugs. Complex bugs are escalated with a complete diagnosis.
1. Quality metrics per engine: each AI Core engine has monitored quality metrics. If quality drops below the threshold, the system generates an alert, investigates the cause, and proposes a solution.
Autonomous Documentation and Knowledge
1. Every code change generates documentation automatically: what changed, why, what impact it has.
1. User manuals update themselves when functionality changes.
1. The internal product knowledge base grows with every technical decision.
Scalability for New Exams and Languages
This principle is what makes the Exam Adapter's 'zero code' promise possible. When we say adding a new exam is just configuration, it's because the development AI does the heavy lifting:
1. Analyzes the new exam's structure (sections, question types, scoring criteria, timing).
1. Generates the complete adapter with all necessary configuration.
1. Creates exam-specific prompts for each AI Core engine.
1. Generates the first batch of exam content for validation.
1. Configures exam-specific user interfaces.
1. Runs integration tests to verify everything works with the 7 engines.
1. Leaves everything in the human review queue. The human validates, approves, and the exam is in production.
Autonomous Feature Expansion
The same applies to new features:
1. A product manager describes a new feature in natural language: 'I want students to be able to record their own speaking responses and compare them with the ideal model.'
1. The system analyzes requirements, designs the architecture, writes the code, generates tests, and prepares a pull request with a functional demo.
1. The team reviews, adjusts if necessary, and deploys.
1. The complete cycle from idea to production is reduced from weeks to days.
The Vision: A Team of 3-5 People Operating as 50
The ultimate goal is for ProficientHub to operate with a minimum team of 3-5 people but with the output capacity of a 50-person company. AI doesn't replace the team: it multiplies their capacity. The human decides WHAT to build and WHY. AI decides HOW and executes it. The human validates and approves. This is the principle that applies to everything: product development, operations, marketing, content, and support.
NON-FUNCTIONAL TECHNICAL REQUIREMENTS
1. Multi-tenancy with total data isolation between academies
1. Complete white-label: branding, colors, own domain, agent names
1. Native iOS + Android apps
1. GDPR compliant
1. Robust authentication: JWT, SSO, OAuth 2.0, MFA for admins
1. Encryption at rest and in transit
1. Public API for academies to connect their external ERP/CRM (free)
1. Credit and volume-based licensing system with real-time consumption control
1. AI observability: tracing of every interaction with models, costs, latency, quality
1. Prepared to scale: the AI Core must be able to handle batch generation and multiple concurrent academies
KEY TECHNICAL QUESTIONS FOR DISCUSSION
1. The staged content generation pipeline — how to approach the anti-hallucination and anti-repetition system while maintaining the capacity to generate up to 100 exams per type?
1. The Exam Adapter as a plugin system — what is the cleanest way to make it truly zero-code for new exams? The abstraction layer architecture is directly relevant here.
1. Agent orchestration with diagnostic context — the agents need access to the complete Proficiency Genome in each conversation turn. How to manage state at scale without exploding context windows?
1. The quality flywheel — eval-driven development where every AI output is benchmarked against human ground truth. How to architect the evaluation pipeline?
1. The material generation engine — generating coherent, quality books and audiobooks is a different challenge from generating exam items. What approach to use for maintaining coherence in long documents?
1. AI-automated communications — generating messages that feel written by the real teacher, personalized per student, with natural tone. How to approach this so it doesn't sound robotic?
1. Stack and architecture — looking at the current Django code and platform state, what to keep, what to move, and how to structure the AI Core?
1. Autonomous development with AI — how to architect the autonomous coding system to be safe, scalable, and with proper quality gates? What level of autonomy is realistic for the first year and how to graduate it?

We will provide GitHub repository access and platform credentials for evaluation before our meeting.


— Jesús
CEO, ProficientHub | Santaliestra Limited
